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1 Introduction

Cyber risk is increasingly recognized as a source of systemic financial vulnerability. Ex-

treme cyber losses at financial institutions have quadrupled since 2017, nearly one-fifth of

all cyber incidents target financial institutions, and the European Systemic Risk Board has

formally characterized cybersecurity as a systemic risk to the European financial system (see

International Monetary Fund, 2024; European Systemic Risk Board, 2020). The concern

is systemic because the effects of cyber shocks need not remain confined to the institution

initially affected. Shared technology vendors, cloud infrastructure, payment and settlement

networks, common software dependencies, and financial-market linkages can transform lo-

calized operational disruptions into correlated losses across financial institutions. Banks are

central to this propagation mechanism: they intermediate credit, provide liquidity, operate

critical payment functions, and are exposed to cyber shocks at borrowers, counterparties,

and service providers. Yet the capital implications of this risk remain difficult to quantify.

Existing empirical measures (see, e.g., Amir et al., 2018; Florackis et al., 2023; Jamilov et al.,

2021) identify realized incidents, disclosed risk factors, or textual exposure to cyber threats,

but they do not provide a forward-looking, market-based, and aggregable estimate of the

capital shortfall associated with cyber risk. This gap matters because cyber shocks may

amplify losses precisely when financial institutions are already under market stress, causing

conventional market-only stress measures to understate system-wide capital needs.

We fill this gap by developing a market-based, forward-looking measure of the capital

shortfall that the financial system would face under a severe cyber stress event, computable

monthly from publicly available data and directly aggregable across institutions. The mea-

sure rests on three methodological choices that distinguish our contribution from the existing

literature. First, we identify the cybersecurity ETF universe as a tradable mirror of cyber

risk and validate this choice through a regulatory natural experiment and through direct

evidence that the factor responds to incidents recorded in two large cyber loss datasets.

Second, we estimate time-varying, conditional cyber betas using the Dynamic Conditional

Beta model of Engle (2002, 2016), which allows a bank’s cyber exposure to evolve with its IT

vendor footprint, business model, and the wider threat environment—features that static or

text-based exposures cannot capture. Third, we translate these betas into three dollar short-

fall measures—CyRISK, S&CyRISK, and mCyRISK—that decompose system-wide capital

needs into a market component and an incremental cyber component. The decomposition

is the object of macroprudential interest. It quantifies how much of the system’s capital

adequacy is driven by cyber rather than market risk, identifies which institutions amplify

versus dampen system-wide stress through their cyber loadings, and yields a system-level
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dollar figure that current cyber risk indicators do not provide.

Our methodology proceeds in three steps. First, we construct the cyber risk factor

as the sign-reversed return on a cybersecurity ETF, conditional on market exposure. The

sign convention reflects the economic logic that cybersecurity solution providers benefit when

cyber threats escalate, so that a sign-reversed return tracks the bad state for the financial

system. Second, we estimate the bivariate system of market and cyber returns jointly with

each bank’s return using the Dynamic Conditional Beta model of Engle (2002, 2016) on

rolling 252-day windows of daily data. The procedure delivers a partial cyber beta that

measures each institution’s sensitivity to the cyber factor while holding market exposure

fixed and that varies continuously over time. Third, we map the estimated betas into capital

shortfalls under the framework of Brownlees and Engle (2017). CyRISK denotes the shortfall

conditional on a cyber-only stress scenario, S&CyRISK the shortfall under joint market and

cyber stress, and mCyRISK the difference between S&CyRISK and conventional market-

only SRISK. The three measures share the same balance-sheet inputs and stress thresholds,

so differences between them isolate the contribution of the cyber channel.

We implement the framework using a panel of 302 listed banking organizations ob-

served monthly from October 2016 through August 2025. The start date is determined by

the inception of the L&G Cyber Security ETF in September 2015 and the 252-day rolling

window required to estimate the first usable cyber beta. The final sample contains 23,919

firm-month observations. For each bank-month, we estimate time-varying cyber exposures

from daily returns and aggregate the resulting capital shortfalls to the system level.

The results reveal three main patterns. First, banks are significantly exposed to cy-

ber risk on average. The cross-sectional mean cyber beta is positive (0.063, SD = 0.285),

indicating that cyber stress tends to amplify rather than offset equity losses at the average in-

stitution. Second, cyber-related capital shortfalls are highly concentrated. Five institutions,

Sumitomo Mitsui, Deutsche Bank, Santander, BBVA, and NatWest, account for over 80% of

aggregate mCyRISK, consistent with cyber risk being concentrated among large, complex,

internationally active banks. Several large U.S. banks exhibit negative cyber betas, suggest-

ing that cyber stress is not priced uniformly across institutions and may be partly offset by

diversification, business-model differences, or investor perceptions of cyber resilience. Third,

the cross-sectional ranking is stable across alternative implementations. Spearman rank cor-

relations exceed 0.92 across six alternative cybersecurity indices and 0.95 across a wide range

of assumed cyber shock magnitudes.

The aggregate magnitudes are economically material. System-wide S&CyRISK ranges

from $0.6 trillion to $1.6 trillion over the sample. From 2016 to 2024, mCyRISK is per-
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sistently positive, averaging $0.11 trillion annually and peaking at $0.31 trillion in 2021,

roughly one-quarter of the market-only shortfall in that year. The 2021 peak coincides with

a record year for ransomware payments (Chainalysis, 2022) and heightened geopolitical ten-

sion. Comparing S&CyRISK to market-only SRISK implies that stress tests omitting cyber

risk understate aggregate capital needs by 2% to 26%, depending on the year.

As a first validation of the cyber-risk proxy, we show that higher realized cyber

incident activity is followed by higher returns on the Cybersecurity ETF. This positive

relation supports the interpretation of the ETF as a market-based proxy for cybersecurity

risk, since cybersecurity firms appear to benefit when cyber threats intensify.

We then validate the cyber beta measure using the 2017 New York Department

of Financial Services cybersecurity regulation (23 NYCRR 500) as a natural experiment,

following Kokas et al. (2025) who exploit the same regulatory event to study its effects

on bank behavior. This regulation, among the first prescriptive cybersecurity frameworks

for financial institutions, imposed specific technical controls—multi-factor authentication,

encryption standards, penetration testing, and mandatory Chief Information Security Offi-

cer appointments—on New York-chartered banks and their subsidiaries. In a difference-in-

differences design that explicitly addresses potential contamination from the rolling estima-

tion window, treated banks exhibit a reduction in cyber betas of 0.070 (p = 0.020) relative to

unaffected institutions. Pre-treatment parallel trends are satisfied across three identification

strategies and one event window. The broader descriptive findings are robust across all six

available cybersecurity ETFs. The sign of the effect is consistent with mandatory cyberse-

curity controls reducing market-implied cyber exposure, supporting the interpretation that

the measure captures meaningful variation in institutional cyber vulnerability rather than a

spurious factor loading.

We provide two validation exercises. First, using two large cyber incident datasets,

we show that higher realized cyber incident activity is followed by higher cybersecurity ETF

returns. This relation supports the interpretation of cybersecurity equity returns as a market-

based proxy for cyber threat intensity. Second, we validate the cyber beta measure using

the 2017 New York Department of Financial Services cybersecurity regulation, 23 NYCRR

500, as a natural experiment, following Kokas et al. (2025). In a difference-in-differences

design that accounts for contamination from the rolling estimation window, treated banks

experience a decline in cyber betas of 0.070 relative to unaffected institutions, with a p-value

of 0.020. Pre-treatment trends are consistent with the identifying assumption across three

specifications. The decline in cyber betas after the regulation supports the interpretation that

the measure captures economically meaningful variation in institutional cyber vulnerability

3



rather than a spurious factor loading.

Our paper contributes to, and bridges, four strands of research. The first is the

post-2008 literature on market-based systemic risk measurement (see, e.g., Acharya et al.,

2017; Brownlees and Engle, 2017; Adrian and Brunnermeier, 2016). This literature develops

market-based measures of financial institutions’ vulnerability to aggregate stress and shows

that capital shortfalls help identify institutions most likely to require support during crises

(Brownlees and Engle, 2017). Empirical work in this tradition studies how factors such

as bank size, geographic diversification, and capital requirements shape systemic equity

risk (see, e.g., Chu et al., 2020; Bostandzic and Weiß, 2018; Bostandzic et al., 2022). We

extend this literature by measuring the capital shortfall associated with a nontraditional

but increasingly important source of systemic risk: cyber tail events. Conventional SRISK

identifies capital needs under market stress. Our measure identifies the additional capital

need that arises when cyber stress coincides with market stress, a quantity that standard

market-only systemic-risk measures cannot capture by construction.

The paper closest to ours methodologically is Jung et al. (2025). They construct a

climate transition risk factor from stranded-asset portfolios, estimate time-varying climate

betas, and compute CRISK—the capital shortfall conditional on a systemic climate stress

event. Engle et al. (2020) pursue a related strategy of constructing mimicking portfolios

from climate-related textual shocks for hedging purposes. Arlt et al. (2024) extend the Jung

et al. framework to biodiversity risk, computing BRISK as the capital shortfall conditional

on a systemic biodiversity stress event.

Cyber risks differ from climate and biodiversity risks in both its transmission mech-

anism and its empirical measurement. Its systemic relevance arises first and foremost from

contagion: a breach, outage, or compromise at one institution can propagate through shared

technologies, third-party vendors, cloud infrastructure, payment systems, and financial-

market interconnections. Although cyber shocks often materialize abruptly as operational

disruptions, their consequences may persist through reputational damage, litigation, regula-

tory scrutiny, customer attrition, and higher financing costs. These features make cyber risk

a natural setting for a factor-based systemic-risk approach, but they also require a distinct

construction of the stress factor, different validation strategies, and a different interpretation

of the resulting capital shortfall. We therefore extend the emerging capital-shortfall toolkit

to a risk class whose systemic relevance comes from contagion across digital and financial

networks as well as from persistent firm-level consequences.

The second strand is the growing literature on cyber risk measurement and the fi-

nancial consequences of cyberattacks. At the system level, Eisenbach et al. (2022) model
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cyber amplification in the U.S. wholesale payment network and show that attacks on highly

connected banks can impair a substantial share of the network. Cyber shocks also propagate

indirectly through shared service providers and supply chains: Kotidis and Schreft (2025)

document liquidity shortfalls at unexposed banks following an attack on a shared service

provider, and Crosignani et al. (2023) find strong amplification through supply chains after

the NotPetya attack. At the firm level, cyber incidents are associated with losses in mar-

ket value (Cavusoglu et al., 2004; Kamiya et al., 2021) and higher equity financing costs

(Liu et al., 2025). On the measurement side, Aldasoro et al. (2022) analyze cyber risk

drivers using a large incident database, while Florackis et al. (2023) construct a firm-level

cybersecurity risk index from annual 10-K filings and document a cross-sectional risk pre-

mium in stock returns. Jiang et al. (2024) provide related machine-learning evidence, and

Jamilov et al. (2021) construct a dynamic measure of cyber risk exposure from earnings-call

transcripts. Our approach complements this literature by shifting the focus from realized

incidents, disclosures, and textual exposure to continuous, market-implied exposure to fu-

ture cyber tail events. Furthermore, our framework translates cyber exposure directly into a

dollar capital shortfall, making mCyRISK comparable to the SRISK measures already used

in systemic-risk analysis.

The third and fourth strands concern the theoretical foundations and regulation of

cyber risk in finance. Theoretical work emphasizes that cybersecurity generates information

asymmetries, externalities, coordination failures, and potential run-like dynamics that pri-

vate institutions may not fully internalize (see, e.g., Kopp et al., 2017; Kashyap and Wether-

ilt, 2019). Related policy work highlights third-party vendor concentration as a source of

undiversifiable systemic cyber risk (Elliot and Jenkinson, 2020), while recent evidence on

heavy-tailed cyber loss distributions reinforces the importance of tail-risk-focused measures

(Eling et al., 2026). We also contribute to the emerging empirical literature on cybersecurity

regulation. Kokas et al. (2025) show that banks affected by the New York Department of

Financial Services cybersecurity mandate increased IT investment and adjusted their branch

networks. We add market-based evidence that prescriptive cybersecurity regulation is as-

sociated with lower financial institutions’ cyber risk loadings. This finding suggests that

mandatory cyber controls are reflected not only in banks’ operational choices, but also in

market-implied measures of systemic cyber exposure. It is therefore relevant for current reg-

ulatory efforts, including the EU’s Digital Operational Resilience Act (DORA) and ongoing

policy work on operational resilience.

The remainder of the paper is organized as follows. Section 2 develops the method-

ology and Section 3 describes the data. Section 4 reports descriptive statistics and explores
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aggregate dynamics of CyRISK and its components. Section 5 assesses whether the cyber-risk

factor and estimated cyber betas capture economically meaningful cyber exposure. Section 6

discusses implications while Section 7 concludes.

2 Methodology

Our objective is to translate market-implied cyber exposure into a capital-shortfall measure

that can be evaluated at the institution level and aggregated to the financial system. The

construction has three components. First, we define a traded cyber stress factor whose

orientation is such that positive loadings indicate vulnerability to cyber risk shocks. Second,

we estimate time-varying market and cyber exposures jointly, so that the cyber loading is

purged of contemporaneous broad market movements. Third, we embed these exposures in

a capital-shortfall calculation and separate the market-only component from the incremental

contribution of cyber risk.

2.1 The Cyber Risk Factor

A market-based capital shortfall measure of cyber risk requires a liquid return series that

reflects investors’ assessment of the cyber threat environment. We use the L&G Cyber

Security ETF (ISIN: IE00BYPLS672) as our benchmark proxy because it has the longest

return history among the available cybersecurity ETFs. This longer history is important

for our setting because the rolling beta estimation requires 252 trading days of daily returns

and because the validation exercise relies on pre-treatment observations around the 2017 NY

DFS cybersecurity regulation.

Cybersecurity firms are natural candidates for constructing such a proxy. When cyber

threats intensify, demand for cybersecurity products and services is expected to increase,

so cybersecurity providers may benefit from the same shock that raises operational and

financial risk for banks. We therefore orient the factor so that cyber stress corresponds to a

deterioration in the factor:

rc,t = −rETF,t,

where rETF,t is the return on the cybersecurity ETF. Under this convention, a positive cyber

beta means that a bank’s equity value tends to fall when the cyber threat environment

deteriorates. Equivalently, the factor is scaled so that cyber-risk vulnerability has the same

sign interpretation as conventional market-risk vulnerability: larger positive loadings imply
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larger losses under the relevant stress state.

The ETF return is not intended to capture cyber risk mechanically or exclusively.

It is a reduced-form, traded signal of the market’s valuation of cybersecurity demand and

cyber-threat intensity. Two design choices address the concern that the ETF may also

contain broader technology or equity-market variation. First, market and cyber exposures

are estimated jointly, so the cyber beta is a partial exposure conditional on market risk.

Second, Section 5.1 validates the factor directly by testing whether realized cyber incident

activity predicts subsequent cybersecurity ETF returns.

2.2 Time-Varying Market and Cyber Betas

For each bank i and month-end t, we estimate dynamic exposures using daily returns over

the preceding 252 trading days. The return vector is

xi,τ =
(
ri,τ , rm,τ , rc,τ

)′
,

where ri,τ is the bank’s equity return, rm,τ is the market return, and rc,τ is the sign-flipped

cyber factor defined above. In the implementation, daily returns are converted to log returns

before estimation, and the beta used for month t is the beta evaluated on the final trading

day of the rolling window.

We estimate a three-dimensional DCC(1,1) model with univariate GARCH margins

and recover conditional betas from the model-implied covariance matrix. Let fτ = (rm,τ , rc,τ )
′

denote the two factor returns. Partition the conditional covariance matrix as

Hi,τ =

(
hii,τ Σif,τ

Σfi,τ Σff,τ

)
, Σff,τ =

(
hmm,τ hmc,τ

hmc,τ hcc,τ

)
, Σfi,τ =

(
him,τ

hic,τ

)
.

The market and cyber betas are then obtained from the conditional projection of the bank

return on the two factors: (
βm,i,t

βc,i,t

)
= Σ−1

ff,tΣfi,t.

This joint estimation is central to the interpretation of the cyber beta. Rather than

treating cyber exposure as a simple pairwise covariance between bank returns and the cy-

bersecurity ETF, the model estimates the bank’s loading on the cyber factor conditional on

both broad market exposure and the contemporaneous covariance between market and cyber

returns. The resulting βc,i,t therefore captures the component of a bank’s equity-market vul-
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nerability that is specifically associated with cyber-risk shocks, after netting out movements

attributable to general market risk.

The conditional covariance matrix is constructed using the standard DCC decompo-

sition of Engle (2002). Let

Hi,τ = Di,τRi,τDi,τ ,

where Di,τ is the diagonal matrix of conditional standard deviations from the univariate

GARCH margins and Ri,τ is the conditional correlation matrix. Let

zi,τ = D−1
i,τ εi,τ

denote the vector of standardized residuals from the return vector

xi,τ =
(
ri,τ , rm,τ , rc,τ

)′
.

The DCC(1,1) recursion is specified for the auxiliary matrix Qi,τ :

Qi,τ = (1− ai − bi)S̄i + aizi,τ−1z
′
i,τ−1 + biQi,τ−1, (1)

where S̄i is the unconditional correlation matrix of the standardized residuals over the esti-

mation window. The conditional correlation matrix is then obtained by normalization:

Ri,τ = diag(Qi,τ )
−1/2Qi,τ diag(Qi,τ )

−1/2. (2)

We impose the usual DCC restrictions ai ≥ 0, bi ≥ 0, and ai + bi < 1. The resulting

conditional covariance matrix Hi,τ is then used to compute the Dynamic Conditional Betas

from the conditional projection of the bank return on the market and cyber factors.

2.3 CyRISK, S&CyRISK, and mCyRISK

We next translate the estimated factor exposures into dollar capital shortfalls. Let Wi,t

denote the market value of equity, Di,t denote debt, and k = 0.08 denote the prudential

capital ratio. The capital-shortfall logic follows the standard SRISK framework. After a

stress event, the institution must still satisfy a minimum capital ratio k. If Es
i,t denotes

stressed equity value, the capital injection required to restore the capital ratio is

k(Di,t + Es
i,t)− Es

i,t = kDi,t − (1− k)Es
i,t.
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The shortfall is truncated at zero because institutions with sufficient post-stress equity do

not require additional capital.

The remaining step is to specify the stressed equity value Es
i,t. Because the betas are

estimated using returns, we use a log-linear beta approximation. A market decline of size

θm corresponds to a market return of ln(1− θm), and a cyber-factor deterioration of size θc

corresponds to a cyber-factor return of ln(1 − θc). The stressed equity value under a joint

market and cyber stress is therefore

Es
i,t = Wi,t exp

(
βMKT
i,t ln(1− θm) + βCYB

i,t ln(1− θc)
)
.

This expression has a direct economic interpretation. A bank with a positive market beta

loses equity value when the market falls. Similarly, because the cyber factor is oriented so

that a cyber stress is a deterioration in the factor, a positive cyber beta implies that the

bank’s equity value falls when cyber risk intensifies. A negative cyber beta instead indicates

that the cyber factor offsets part of the stress loss.

Using this common capital-shortfall mapping, we define three related measures. The

market-only benchmark is

SRISKMKT
i,t = max

(
0, kDi,t − (1− k)Wi,t exp

(
βMKT
i,t ln(1− θm)

))
. (3)

This is the conventional capital shortfall generated by a broad market decline. It measures

how much capital bank i would need if only the aggregate market stress were realized.

The standalone cyber-stress measure is

CyRISKi,t = max
(
0, kDi,t − (1− k)Wi,t exp

(
βCYB
i,t ln(1− θc)

))
. (4)

CyRISK is the analogous shortfall under a cyber stress alone. It asks whether the institution

would become undercapitalized if the cyber factor deteriorated, holding the market-stress

channel aside.

The joint market-and-cyber stress measure is

S&CyRISKi,t = max
(
0, kDi,t − (1− k)Wi,t exp

(
βMKT
i,t ln(1− θm) + βCYB

i,t ln(1− θc)
))

. (5)

S&CyRISK captures the capital shortfall when market stress and cyber stress occur simul-

taneously. This joint scenario is economically relevant because cyber shocks may be most

destabilizing when they coincide with already adverse market conditions.
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We calibrate the market stress to θm = 40%, as in the standard SRISK implementa-

tion, and set the cyber stress to θc = 50%. The marginal cyber contribution is then defined

as the difference between the joint shortfall and the market-only shortfall:

mCyRISKi,t = S&CyRISKi,t − SRISKMKT
i,t . (6)

mCyRISK therefore isolates the incremental capital need attributable to the cyber channel.

Positive values indicate that cyber exposure amplifies the market-stress shortfall, whereas

negative values indicate that the cyber factor reduces the joint shortfall relative to the

market-only benchmark. Unlike SRISK, CyRISK, and S&CyRISK, mCyRISK is not trun-

cated at zero because negative values are economically informative: they identify institutions

for which cyber exposure acts as a partial hedge in the joint stress scenario.

CyRISK measures the capital shortfall generated by a standalone cyber shock, while

mCyRISK measures the marginal effect of adding cyber stress to a market-stress scenario.

Because the shortfall function is truncated at zero, a bank may have CyRISK = 0 but

positive mCyRISK if it remains adequately capitalized under cyber stress alone but becomes

undercapitalized once the same cyber exposure is combined with market stress. Conversely, a

bank with a negative cyber beta and a large market beta can have S&CyRISK < SRISKMKT,

producing negative mCyRISK. In that case, the cyber channel offsets part of the market-

driven shortfall rather than reinforcing it. The joint-stress formulation is therefore essential,

since a standalone CyRISK measure would not capture these interaction effects.

System-wide SRISK, CyRISK, and S&CyRISK are obtained by summing the cor-

responding non-negative firm-level shortfalls across institutions, consistent with the aggre-

gation logic in Brownlees and Engle (2017). Aggregate mCyRISK is then computed as the

difference between aggregate S&CyRISK and aggregate market-only SRISK, preserving both

positive amplification effects and negative diversification effects at the system level.

3 Data and Sample Construction

Having defined the CyRISK framework, we now describe the data used to implement it em-

pirically. The empirical implementation requires bank-level equity returns and balance-sheet

variables, a traded proxy for cyber-risk shocks, external cyber incident data for validation,

and regulatory classifications for the natural-experiment analysis.

Our analysis combines data from five sources: (i) daily stock returns and quar-

terly balance-sheet items from CRSP and Compustat, (ii) cybersecurity ETF returns from
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Bloomberg, (iii) cyber event data from Advisen (iv) cyber event data from SAS OpRisk

Global and (v) regulatory charter classifications from Federal Reserve and FDIC filings.

The sample spans October 2016 through August 2025 on a monthly frequency (112 months).

The start date is determined by the L&G Cyber Security ETF’s inception (September 2015)

combined with the 252-day rolling estimation window for cyber betas, which yields the first

usable beta estimate in October 2016. This data constraint has an important implication

for the validation exercise: the NY DFS cybersecurity regulation took effect in March 2017,

leaving only five months of pre-treatment data (October 2016 through February 2017). The

limited pre-treatment window constrains the statistical power of pre-trend tests but does not

invalidate the identification strategy, as the available pre-treatment coefficients are consistent

with parallel trends (Section 5.2).

The sample includes all listed bank holding companies (BHCs) and commercial banks

covered in both Compustat and CRSP, with market capitalization exceeding $1 billion at the

portfolio construction date. This yields a baseline panel of 302 unique institutions (identified

by gvkey-LPERMCO pairs) with 23,934 firm-month observations. The sample includes U.S.-

chartered banks (national, state-chartered, and BHCs) as well as U.S.-listed foreign banking

organizations.

The dependent variable for the validation exercise is the monthly cyber beta βCYB
i,t ,

estimated via the rolling DCB model described in Section 2. Firm-level controls include:

log total assets (ln at), leverage (lev = equity/assets), return on assets (roa), book-to-

market ratio (bm), loans-to-assets (loans assets), and deposits-to-assets (deposits assets).

All continuous variables are winsorized at the 1st and 99th percentiles.

4 Empirical Analysis

4.1 Summary Statistics

Table 1 reports distributional properties of the key variables. The cyber beta has a mean of

+0.063 and a standard deviation of 0.285, spanning the range [−0.552, 1.042]. The positive

mean remains the central descriptive finding: financial institutions are, on average, positively

exposed to the cyber factor. The market beta averages 0.810 (SD = 0.592). The two betas

are strongly positively correlated (ρ = +0.642; Table 2), indicating that institutions with

high market sensitivity also tend to exhibit high cyber sensitivity.

The Long-Run Marginal Expected Shortfall (LRMES) from the market factor aver-
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ages 0.310, while cyber LRMES averages +0.025, confirming that the average bank’s equity

value is vulnerable to both market and cyber-specific stress scenarios. The sample is domi-

nated by mid-cap institutions (median market capitalization $871 million), though the largest

banks drive the aggregate risk measures.

Table 1: Summary Statistics

Variable N Mean SD Min P25 Median P75 Max

Market Beta (βMKT) 23,919 0.810 0.592 −0.319 0.372 0.742 1.150 2.637
Cyber Beta (βCYB) 23,919 +0.063 0.285 −0.552 −0.118 +0.019 0.201 1.042
LRMES (Market) 23,919 0.310 0.192 −0.177 0.173 0.316 0.444 0.740
LRMES (Cyber) 23,919 +0.025 0.180 −0.467 −0.085 +0.013 0.130 0.514
LRMES (Joint) 23,919 0.307 0.272 −0.726 0.118 0.324 0.492 0.874
Market Cap ($ mn) 23,919 34,260 296,539 6 287 871 3,511 6,416,591
Book Equity ($ mn) 23,919 10,563 33,407 2 244 677 2,659 336,879
Debt ($ mn) 23,919 140,615 451,034 51 2,086 5,914 20,657 4,215,603
Total Assets ($ mn) 23,919 151,177 483,347 119 2,334 6,595 23,229 4,552,482
Leverage 23,549 0.080 0.068 0.000 0.032 0.067 0.111 0.565
ROA 23,919 0.002 0.002 −0.092 0.002 0.003 0.003 0.053
Book-to-Market 23,919 0.928 0.697 0.001 0.651 0.833 1.052 15.473

Notes: Summary statistics for the monthly firm-level panel. Cyber and market betas are estimated via a
rolling 252-day trivariate DCB model. LRMES denotes the Long-Run Marginal Expected Shortfall under the
respective stress scenario (θm = 40%, θc = 50%). Balance-sheet items are from quarterly Compustat filings,
forward-filled to monthly frequency. All continuous variables are winsorized at the 1st and 99th percentiles.

4.2 Correlations

Table 2 reports pairwise Pearson correlations. The correlation between market and cyber

betas is +0.642, which warrants discussion. This correlation does not imply that the cyber

loading merely duplicates market exposure. In the audited implementation, market and

cyber betas are estimated jointly in a trivariate DCB model, so the positive association

arises from the cross-section: institutions with high market sensitivity also tend to exhibit

high cyber sensitivity. The economic interpretation is straightforward: banks with large,

complex, and interconnected operations tend to be exposed to both broad market stress and

cyber stress. At the same time, the correlation is far from unity, so the cyber factor still

captures substantial variation beyond the market factor. This is reinforced by the near-zero

correlation between cyber betas and market capitalization (+0.026), which indicates that

size alone is not the common driver.
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Table 2: Pairwise Correlations

βMKT βCYB LRMESm LRMESc LRMESj Mkt Cap Lev B/M

βMKT 1.000 +0.642 0.981 0.608 0.910 0.026 −0.011 0.080
βCYB 1.000 0.601 0.988 0.803 0.026 −0.033 0.098
LRMESm 1.000 0.582 0.932 0.037 −0.010 0.067
LRMESc 1.000 0.811 0.033 −0.021 0.098
LRMESj 1.000 0.043 −0.010 0.085
Mkt Cap 1.000 0.138 −0.103
Leverage 1.000 0.196
B/M 1.000

Notes: Pairwise Pearson correlations computed on the monthly panel (N = 23,919). The strong
positive correlation between βMKT and βCYB reflects that both market and cyber risk are economically
important tail-risk dimensions for financial institutions.

4.3 Cyber Betas Over Time

Figure 1 displays the time evolution of the cross-sectional distribution of market and cyber

betas. The cyber-beta series fluctuates around zero during 2017–2019, rises sharply and

turns strongly positive during 2020–2021, then moderates through 2022–2024 before turning

negative again in late 2024 and remaining negative through most of 2025. Cross-sectional

heterogeneity is substantial throughout: the median closely tracks the mean, while the in-

terdecile band remains wide and widens markedly during the 2020–2021 stress period.
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Figure 1: Cross-sectional distribution of market and cyber betas over time.

Notes: Panel A plots the monthly cross-sectional mean and median market beta together with the

10th–90th percentile band. Panel B reports the corresponding moments for the cyber beta. The

figure highlights the sharp rise in cyber betas during 2020–2021 and the subsequent decline into

negative territory in the late sample.

4.4 Aggregate SRISK, CyRISK, and S&CyRISK

Aggregating firm-level measures, Figure 2 plots system-wide SRISKMKT, CyRISK, and S&CyRISK

over the sample period. Table 3 reports annual averages. Aggregate CyRISK averages $0.48
trillion in 2016, rises to $0.95 trillion in 2020, and declines to $0.45 trillion in 2025. The

joint-shock measure S&CyRISK exceeds SRISKMKT in annual averages throughout 2016–

2024, indicating that cyber risk amplifies system-wide capital shortfalls on average over that

period. In 2025, however, S&CyRISK falls slightly below market-only SRISK, consistent

with the negative average cyber betas observed in the late sample.
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Figure 2: Aggregate SRISK measures over time (θm = 40%, θc = 50%).

Notes: The figure plots monthly system-wide SRISKMKT (market only), CyRISK (cyber only), and

S&CyRISK (joint shock), all in trillions of USD. The sharp increase in 2020–2021 coincides with

the COVID stress period. The measures decline materially toward the end of the sample, with the

joint measure moving slightly below market-only SRISK in 2025.

Table 3: Aggregate Risk Measures by Year

Year SRISKMKT ($ tn) CyRISK ($ tn) S&CyRISK ($ tn) mCyRISK ($ tn) N

2016 0.909 0.477 0.936 +0.027 214
2017 0.601 0.329 0.615 +0.013 213
2018 0.538 0.403 0.585 +0.047 217
2019 0.725 0.489 0.787 +0.062 227
2020 1.416 0.953 1.570 +0.154 232
2021 1.211 0.706 1.522 +0.311 237
2022 1.104 0.713 1.308 +0.204 225
2023 1.397 0.744 1.480 +0.083 226
2024 1.106 0.623 1.169 +0.063 221
2025 0.724 0.446 0.708 −0.017 213

Notes: Annual averages of monthly aggregate measures (sum of firm-level values) in trillions of
USD. N is the average number of firms per month in the given year. Positive annual-average
mCyRISK throughout 2016–2024 indicates that cyber risk amplifies systemic shortfalls on average
over that period. The slightly negative 2025 value reflects the late-sample decline in average cyber
betas.
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4.5 Marginal Contribution of Cyber Risk

The decomposition mCyRISK = S&CyRISK − SRISKMKT isolates the marginal contribu-

tion of the cyber channel. Figure 3 plots aggregate mCyRISK over time. Annual-average

mCyRISK is positive in every year from 2016 through 2024 and averages roughly $0.11 tril-

lion over that period, peaking at $0.311 trillion in 2021. At the same time, the monthly series

is clearly time-varying and occasionally negative, especially in the early sample and again

in 2025. Thus, the evidence supports the interpretation that cyber risk amplifies systemic

capital shortfalls on average over most of the sample, while also allowing for periods in which

the cyber channel offsets market-only shortfalls.

Figure 3: Marginal cyber risk (mCyRISK = S&CyRISK − SRISKMKT) over time.

Notes: Aggregate mCyRISK isolates the cyber-specific contribution to system-wide capital short-

falls. Positive values indicate amplification, while negative values indicate that the cyber channel

offsets the market-only shortfall. Annual averages are positive throughout 2016–2024, but monthly

realizations occasionally dip below zero and do so more frequently in 2025.
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Table 4: Top 10 Institutions by S&CyRISK (August 2025)

Rank Institution βMKT βCYB SRISKMKT CyRISK S&CyRISK mCyRISK
($ bn) ($ bn) ($ bn) ($ bn)

1 Sumitomo Mitsui Fin. Group 1.401 +0.240 128.58 107.24 133.04 +4.46
2 Banco Santander 1.493 +0.282 98.63 50.92 109.74 +11.11
3 Deutsche Bank 1.747 +0.453 97.04 75.72 104.38 +7.35
4 BBVA 1.898 +0.550 29.19 0.00 41.39 +12.20
5 Bank of America 1.136 −0.231 64.52 0.00 31.73 −32.79
6 NatWest Group 1.173 +0.139 12.82 0.00 18.57 +5.75
7 State Street 1.156 −0.180 11.54 0.00 9.32 −2.22
8 Barclays 1.113 −0.107 16.72 0.00 5.15 −11.57
9 U.S. Bancorp 0.993 −0.129 8.93 0.00 5.05 −3.88
10 Flagstar Financial 0.979 −0.122 3.84 1.52 3.58 −0.26

Notes: Institutions are ranked by S&CyRISK at the latest sample date, August 2025. CyRISK is the capital
shortfall under a standalone cyber-stress scenario and is truncated at zero. Consequently, a zero CyRISK value
does not imply zero cyber exposure; it indicates that the institution remains adequately capitalized under cyber
stress alone. The same institution may still have positive or negative mCyRISK because mCyRISK measures the
incremental effect of adding cyber stress to a market-stress scenario.

4.6 Cross-Sectional Concentration

Figure 4: Concentration of S&CyRISK: Herfindahl-Hirschman Index over time.

Notes: The figure plots the HHI of firm-level S&CyRISK shares. Concentration peaks in early

2018, falls markedly during 2020–2024, and rises sharply again in the late sample.

Cyber risk is highly uneven across the banking system. Table 4 ranks institutions by

S&CyRISK at the latest sample date, August 2025. The largest joint shortfalls are con-

centrated among internationally active banks with positive cyber betas: Sumitomo Mitsui

Financial Group, Banco Santander, Deutsche Bank, and BBVA together account for roughly
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83% of aggregate S&CyRISK at that date. The ranking is not, however, a simple ordering

of cyber vulnerability alone. Several large institutions also appear in the top 10 because

their scale and market exposure generate sizeable market-stress shortfalls, even though their

cyber betas are negative. Bank of America, State Street, and Barclays are examples: in each

case, the cyber channel reduces the joint shortfall relative to the market-only benchmark.

The zero entries in the CyRISK column should therefore be read as zero standalone cyber

capital shortfall, not as evidence of zero cyber exposure.

Figure 4 shows that this concentration is not constant over time. The Herfindahl-

Hirschman Index of firm-level S&CyRISK shares peaks in early 2018, declines materially

during 2020–2024, and then rises again in late 2024 and 2025. Systemic cyber exposure is

therefore both concentrated and time-varying, with the identity and relative importance of

the dominant contributors shifting across the sample.

Table 5 sharpens this interpretation by ranking institutions according to mCyRISK,

the marginal contribution of cyber risk to the joint capital shortfall. The most amplifying

institutions are those for which cyber exposure increases the capital gap relative to a market-

only stress scenario. At the latest sample date, BBVA, Banco Santander, and Deutsche Bank

have the largest positive mCyRISK values, at $12.2 billion, $11.1 billion, and $7.3 billion,

respectively. These institutions combine material market-stress shortfalls with positive cyber

betas, so the addition of cyber stress increases the capital shortfall beyond what market stress

alone would imply.

The lower panel of Table 5 shows the opposite case. Bank of America, Barclays, and

Truist have the most negative mCyRISK values, indicating that the cyber factor reduces

their joint shortfall relative to the market-only benchmark. This does not mean that these

institutions are immune to cyber risk; rather, at the latest sample date, their equity returns

load negatively on the traded cyber-risk factor, so the cyber component offsets part of the

market-stress capital shortfall.

These rankings should be interpreted as market-implied cyber tail-risk contributions,

not as direct assessments of internal cybersecurity quality or realized breach probability. Our

analysis identifies BBVA, Banco Santander, Deutsche Bank, NatWest, and Sumitomo Mitsui

as amplifying institutions because they combine large balance sheets, positive cyber betas,

and material market-stress shortfalls. Their position is therefore not driven by size alone:

Bank of America is larger than several of the amplifying institutions but appears among the

most hedged banks because its cyber beta is negative at the latest sample date. The pattern is

consistent with the idea that large internationally active banks, with extensive cross-border

payment activity, complex vendor ecosystems, and legacy IT integration challenges, are
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especially exposed to cyber shocks that coincide with broader financial stress. The rankings

should therefore be read as identifying where market prices imply the largest cyber-sensitive

capital shortfalls, rather than as a direct ordering of operational cyber resilience.

Table 5: Top and Bottom 5 Institutions by mCyRISK (August 2025)

Panel A: Most Amplifying (Highest mCyRISK)

Rank Institution βCYB mCyRISK ($ bn) SRISKMKT ($ bn) S&CyRISK ($ bn)

1 BBVA +0.550 +12.20 29.19 41.39
2 Banco Santander +0.282 +11.11 98.63 109.74
3 Deutsche Bank +0.453 +7.35 97.04 104.38
4 NatWest Group +0.139 +5.75 12.82 18.57
5 Sumitomo Mitsui Fin. Group +0.240 +4.46 128.58 133.04

Panel B: Most Hedged (Lowest mCyRISK)

1 Bank of America −0.231 −32.79 64.52 31.73
2 Barclays −0.107 −11.57 16.72 5.15
3 Truist Financial −0.303 −7.28 7.63 0.36
4 U.S. Bancorp −0.129 −3.88 8.93 5.05
5 Citizens Financial Group −0.286 −2.58 3.84 1.26

Notes: mCyRISK = S&CyRISK − SRISKMKT at the latest sample date (August 2025). Panel A lists institutions
where cyber risk most amplifies the systemic capital shortfall; Panel B lists those where the cyber channel most reduces
it.

The juxtaposition of these two panels addresses a natural concern about whether the

S&CyRISK ranking merely recapitulates a size ranking. It does not. Bank of America—one

of the largest U.S. banks by assets—appears in Panel B, while BBVA ranks first in Panel A.

Size and leverage still matter for capital shortfalls, but they are not sufficient to determine

whether the cyber channel amplifies or offsets market stress. What drives the mCyRISK

ranking is the sign and magnitude of the cyber beta.

Figure 5 shows the cross-sectional standard deviation of cyber betas over time. Dis-

persion peaks during the 2020–2021 stress period, compresses through much of 2022–2024,

and rises again in 2025, underscoring the time-varying heterogeneity in banks’ cyber expo-

sure. This dispersion complements the concentration evidence above. The HHI in Figure 4

shows that cyber-sensitive capital shortfalls are concentrated in a small set of institutions,

while Figure 5 shows that the underlying cyber exposures themselves also differ substantially

across banks. When dispersion is high, the same aggregate cyber stress scenario translates

into very different equity losses across institutions; when dispersion is low, cyber risk is

priced more uniformly across the banking sector.

This distinction is important for interpretation. A concentrated S&CyRISK distri-

bution could arise mechanically from differences in size, leverage, or balance-sheet structure.

By contrast, dispersion in cyber betas points to heterogeneity in market-implied exposure to
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the cyber factor itself. The evidence therefore supports an institution-specific approach to

cyber stress testing: a uniform cyber haircut would miss the fact that some banks amplify

cyber stress, while others partially offset it in the joint stress scenario.

Figure 5: Cross-sectional dispersion (standard deviation) of firm-level cyber betas.

Notes: The figure plots the monthly cross-sectional standard deviation of the cyber beta. Dispersion

is highest during 2020–2021, falls during 2022–2024, and rises again in the late sample.

5 Validation

5.1 Information Content of the Cybersecurity ETF Proxy

We assess whether the ETF-based proxy contains cyber-risk information by testing whether

realized cyber incident activity is associated with subsequent cybersecurity ETF returns.

Specifically, we estimate the following time-series regression:

RETF
t = a+ bmR

MKT
t + bI Incidentst−1 + εt, (7)

where RETF
t denotes the monthly raw return on the L&G Cyber Security ETF in

month t, RMKT
t denotes the market return in month t, and Incidentst−1 is the lagged monthly

cyber incident measure. We lag the incident measure to ensure that the validation test uses

information realized before the ETF return month. The coefficient of interest is bI , which

captures whether cyber incident activity has predictive power for subsequent ETF returns

beyond broad market movements. The regression is estimated using the raw ETF return
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rather than the sign-flipped factor used in the capital-shortfall analysis. This distinction

is intentional: if cybersecurity firms benefit when cyber threats intensify, realized cyber

incident activity should predict higher raw cybersecurity ETF returns. The adverse cyber-

risk factor for banks is then obtained by reversing the sign of this return. Prior event-study

evidence is consistent with this economic channel, documenting positive abnormal returns for

Internet security developers following Internet security breach announcements (Cavusoglu

et al., 2004). Our test does not require the cybersecurity ETF to be a pure measure of

cyber-threat intensity; rather, it asks whether the ETF contains cyber-specific information

relevant for our capital-shortfall analysis.

Our main cyber incident measure is constructed from Advisen, which compiles cyber-

security-related events from a broad range of public sources, including regulatory disclosures,

breach notification portals, litigation records, and other online reports. We exclude pure

privacy violations in order to focus on incidents more closely tied to operational cyber events.

This results in a sample of 8,135 unique cyber events over the available period from 2015 to

2021. We then aggregate the data to the monthly level and standardize it.

Table 6 reports the monthly evidence using Advisen incidents. The positive and

statistically significant coefficient on the incident measure indicates that months with ele-

vated cyber incident activity are followed by higher cybersecurity ETF returns, even after

controlling for broad market movements. This evidence supports the interpretation that the

ETF proxy contains cyber-risk information, rather than only reflecting general equity-market

variation.

Table 6: Cyber Incident Activity and Cybersecurity ETF Returns: Advisen

Market return Cyber incidents

Coefficient 0.808∗∗∗ 0.162∗∗∗

t-stat (10.43) (3.84)

Observations 67
R2 0.578

Notes: This table reports estimates from monthly time-series regressions of the raw L&G Cyber Security
ETF return on the MSCI World return and the lagged monthly cyber incident measure from Advisen. The
sample covers 2015–2021. Newey-West t-statistics are reported in parentheses. Significance stars are based

on Newey-West p-values: ∗∗∗p < 0.01, ∗∗p < 0.05, and ∗p < 0.10.

Alternative Incident Data and Technology Benchmarks As a robustness check, we

repeat the analysis using an alternative measure of cyber risk events constructed from SAS

OpRisk Global. This database contains publicly reported operational loss events exceeding
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US$100,000 across a broad range of countries and industries. Because cyber incidents are not

explicitly classified in SAS OpRisk Global, we identify relevant observations using the text-

mining approach of Eling and Wirfs (2019) and Eling et al. (2026). Applying this approach,

we identify 883 large cyber events in the available data for the 2015 to 2021 period. Table 7

reports the corresponding robustness test. The results closely mirror the Advisen evidence:

the coefficient on lagged cyber incidents remains positive and statistically significant, with

a similar economic magnitude.

Table 7: Cyber Incident Activity and Cybersecurity ETF Returns: SAS OpRisk Global

Market return Cyber incidents

Coefficient 0.763∗∗∗ 0.185∗∗

t-stat (9.52) (2.60)

Observations 65
R2 0.599

Notes: This table reports estimates from monthly time-series regressions of the raw L&G Cyber Security
ETF return on the MSCI World return and the lagged monthly cyber incident measure from SAS OpRisk
Global. Newey-West t-statistics are reported in parentheses. Significance stars are based on Newey-West

p-values: ∗∗∗p < 0.01, ∗∗p < 0.05, and ∗p < 0.10.

To assess whether the relation is specific to cybersecurity firms rather than driven by

broader technology-sector sentiment, we repeat the analysis using MSCI World technology

ETFs as a benchmark portfolio. The results in Table 8 show that the estimated cyber-event

coefficients are substantially smaller than those obtained for the cybersecurity ETF and are

not statistically significant. This evidence indicates that the cybersecurity ETF contains

cyber-specific information beyond broad market movements and generic technology-sector

exposure.

Table 8: Technology ETF Robustness Test: Advisen

Market return Cyber incidents

Coefficient 0.657∗∗∗ 0.055
t-stat (8.40) (0.90)

Observations 125
R2 0.437

Notes: OLS coefficients are reported with Newey-West t-statistics in parentheses. Significance stars are
based on Newey-West p-values: ∗∗∗p < 0.01, ∗∗p < 0.05, and ∗p < 0.10.
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5.2 Validation of Cyber Risk Betas

A key requirement for our empirical design is that the estimated cyber beta captures econom-

ically meaningful exposure to cyber risk rather than an unrelated pattern in bank returns.

We provide an external validation test using the New York Department of Financial Services

cybersecurity regulation, 23 NYCRR 500 (cf. Kokas et al., 2025). The test asks whether

banks subject to a binding cybersecurity mandate exhibit a subsequent decline in market-

implied cyber vulnerability. If our beta measure captures exposure to cyber risk, treated

banks should have lower cyber betas once the return window used to estimate the beta is

post-regulation.

5.2.1 Institutional Background

The NY DFS cybersecurity regulation, 23 NYCRR 500, became effective on March 1, 2017

and imposed prescriptive cybersecurity requirements on financial institutions supervised by

the NY DFS. Covered institutions were required to establish formal cybersecurity programs

and written cybersecurity policies, designate a Chief Information Security Officer, conduct

periodic risk assessments, maintain incident-response and third-party risk-management pro-

cedures, implement multi-factor authentication or equivalent controls, and certify compliance

annually.

The key institutional feature for our design is that coverage was determined by the NY

DFS regulatory boundary. New York state-chartered banks were covered, whereas federally

chartered banks supervised by the OCC were not, even if they operated in New York. Banks

chartered in other states were likewise outside the NY DFS regulatory boundary. This

boundary creates plausibly exogenous variation in exposure to cybersecurity defenses and

allows us to test whether market-implied cyber betas respond in the expected direction.

5.2.2 Identification and Estimation

We use the regulatory boundary described above to estimate a difference-in-differences de-

sign. The treated group consists of New York state-chartered banks subject to NY DFS

supervision. Untreated banks are institutions outside this regulatory perimeter. The iden-

tifying assumption is that, absent 23 NYCRR 500, treated banks’ cyber betas would have

evolved similarly to those of comparable untreated banks. Bank fixed effects absorb time-

invariant differences across institutions, including persistent differences in business models,

charter choice, and baseline cyber exposure. Month fixed effects absorb aggregate movements
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in cyber risk, market conditions, and common shocks to bank equity returns.

We implement three comparison-group definitions. In Specification 1, the control

group consists of other state-chartered banks. This comparison accounts for systemic differ-

ences across institutional distinctions while varying exposure to the NY DFS mandate. In

Specification 2, the control group consists of New York federally chartered banks. This com-

parison holds fixed geographic exposure to New York but varies supervisory authority. In

Specification 3, the control group consists of all non-New-York-state-chartered banks, which

maximizes statistical power and provides the broadest benchmark for aggregate cyber-beta

dynamics.

Event time is measured in months relative to March 2017, the first month-end after

the regulation became effective. Because the ETF-based cyber beta series begins only in

October 2016, the available pre-treatment period is short. This limits the scope for a high-

powered formal test of parallel trends. We therefore interpret the pre-treatment period

mainly as diagnostic evidence on the plausibility of the identifying assumption.

The dependent variable is the monthly cyber beta, βCY B
i,t , estimated from the rolling

DCB model described in Section 2. Since the cyber factor is constructed as the negative

return on the cybersecurity ETF, larger values of βCY B
i,t indicate greater market-implied

cyber vulnerability. A negative treatment effect is therefore consistent with the regulation

reducing treated banks’ exposure to cyber risk.

Our estimation uses a difference-in-differences specification that accounts for the

rolling construction of the dependent variable. Since each monthly cyber beta is estimated

from the preceding 252 trading days, early post-regulation betas mechanically contain sub-

stantial pre-regulation return data. To avoid attributing this mechanical overlap to the

regulation, we exclude the reference month and the contaminated post-treatment months,

τ ∈ {−1, 0, 1, . . . , 10}, and define CleanPostt = 1[τ ≥ 11]. We then estimate

βCY B
i,t = δ (Treatedi × CleanPostt) +X ′

i,tγ + αi + µt + εi,t. (8)

Here, αi are bank fixed effects, µt are month fixed effects, controls X ′
i,t include βMKT , log

assets, leverage, ROA, the loan-to-assets ratio, the deposits-to-assets ratio, market capital-

ization, book-to-market, loan-loss reserves, and non-interest income.

24



5.2.3 Results

Figure 6 and Table 9 report the DiD estimates. The coefficients are negative in all three

identification strategies, consistent with the interpretation that the NY DFS regulation re-

duced treated banks’ market-implied cyber vulnerability. The effect is statistically signifi-

cant in Specifications 1 and 3, the two larger comparison samples. In Specification 1 (NY

state-chartered banks relative to other state-chartered banks), the DiD coefficient is −0.070

(p = 0.020; N = 776). In Specification 3 (NY state-chartered banks relative to all non-NY-

state-chartered banks), the coefficient is −0.062 (p = 0.038; N = 1,213). These magnitudes

correspond to reductions of 0.25 and 0.22 standard deviations of the full-sample cyber-beta

distribution, respectively. The within-New-York comparison in Specification 2 remains neg-

ative but imprecisely estimated at −0.039 (p = 0.409; N = 88), consistent with the much

smaller control sample in that specification.

Economically, the negative coefficients imply that treated banks moved toward lower

exposure to the cyber factor once the rolling beta window no longer overlaps with the pre-

regulation period. For scale, applying the Specification 1 estimate to a bank at the full-

sample median cyber beta of +0.019 would imply a relative shift to approximately −0.051,

a meaningful decline in market-implied cyber vulnerability.
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Figure 6: DiD effect of 23 NYCRR 500 on cyber betas.

Notes: Bars report the coefficient on Treatedi × CleanPostt from Equation (8), estimated sep-

arately for each control-group definition; vertical lines denote 95% confidence intervals based

on bank-clustered standard errors. The clean specification excludes τ ∈ [−1, 10] and defines

CleanPostt = 1[τ ≥ 11], where τ is measured relative to March 2017. All regressions include

bank and month fixed effects and the full control set. The dependent variable is the cyber beta

with respect to the sign-flipped cybersecurity ETF factor, so negative coefficients indicate lower

market-implied cyber vulnerability.

Table 9: Difference-in-Differences Validation of the Cyber Beta

Specification δ̂clean p Nclean Effect (SDs)

Spec 1: NY state vs. other state-chartered −0.070 0.020 776 −0.25

Spec 2: NY state vs. NY federal-chartered −0.039 0.409 88 −0.14

Spec 3: NY state vs. all non-NY-state-chartered −0.062 0.038 1,213 −0.22

Notes: This table reports the coefficient on Treatedi×CleanPostt from Equation (8), estimated

separately for each control-group definition. The clean specification excludes τ ∈ [−1, 10] and

defines CleanPostt = 1[τ ≥ 11], where τ is measured relative to March 2017. All regressions

include bank and month fixed effects and the full control set; standard errors are clustered at the

bank level. The dependent variable is the cyber beta with respect to the sign-flipped cybersecurity

ETF factor. Reported p-values are two-sided. Effect (SDs) scales δ̂ by the full-sample standard

deviation of the cyber beta, 0.285.
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5.3 Robustness

The benchmark cyber factor is based on the L&G Cyber Security UCITS ETF. This fund is

a natural baseline for three reasons. First, it has the longest usable return history among the

European cybersecurity ETFs in our sample, which is essential because the design requires

252 trading days of returns before the first beta can be estimated. Second, it is the largest and

most liquid cybersecurity ETF in the relevant universe, reducing the concern that the factor

is driven by idiosyncratic trading frictions in a small thematic fund. Third, its underlying

index provides broad exposure to publicly listed firms involved in cybersecurity technology

and services, rather than to a narrow subsector of the digital-security industry.

The alternative ETFs are used to assess whether the results depend on this particular

traded proxy. They all provide exposure to cybersecurity or closely related digital-security

businesses, but they differ in index construction, inception date, assets under management,

ESG screening, and thematic breadth. For example, the iShares Digital Security ETF tracks

a broader digital-security index, while the Rize Cybersecurity and Data Privacy ETF ex-

plicitly combines cybersecurity and data-privacy exposure. The WisdomTree Cybersecurity

ETF follows a cyber-oriented index with ESG eligibility screens, and the L&G Cyber Secu-

rity Innovation ETF provides a more recent sustainability-screened cybersecurity exposure.

We therefore treat these ETFs as plausible alternative market proxies for the cyber-threat

environment, not as interchangeable measures of the same latent factor.

Table 10 and Figure 7 show that the main results are not unique to the benchmark

factor. Five of the six ETFs produce a positive mean cyber beta; the only exception is Global

X, whose mean cyber beta is slightly negative at −0.015. Even in that case, however, the

corresponding mean aggregate mCRISK remains positive. Across the ETF specifications,

mean aggregate mCRISK ranges from +0.049 to +0.159 trillion, and the share of months

with positive mCRISK ranges from 81.9% to 97.6%. The correlation between market and

cyber betas is also positive in all specifications, ranging from 0.098 to 0.720.

Most importantly, the cross-sectional ranking of exposed institutions is highly stable.

Relative to the benchmark L&G factor, Spearman rank correlations for the top-50 institu-

tions range from 0.927 to 0.994. The benchmark top-five set is reproduced exactly by three

of the five alternative ETFs, indicating that the main cross-sectional conclusions are not an

artefact of the particular ETF used to construct the cyber factor.

The calibration sensitivity checks point in the same direction. For the benchmark

factor, varying the cyber-stress severity from θc = 10% to 75% leaves the top three institu-

tions unchanged and preserves top-50 rank correlations between 0.995 and 1.000 relative to
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the baseline θc = 50%. Varying the prudential capital ratio from k = 4% to 12% likewise

preserves the identity of the top three institutions, although the ordering of ranks 2 and 3

swaps at k = 12%; the corresponding top-50 rank correlations remain high, between 0.941

and 1.000. These results suggest that the ranking of vulnerable institutions is considerably

more stable than the exact level of the estimated capital shortfall.

Table 10: Sensitivity to the choice of cyber risk factor

Cybersecurity ETF Months β̄CY B ρ(βm, βc) mCRISK (tn) % > 0 ρS

L&G Cybersecurity ETF 107 +0.063 +0.642 +0.106 93.4 —
Global X Cybersecurity 33 −0.015 +0.299 +0.049 84.8 0.927
iShares Digital Security 72 +0.151 +0.720 +0.159 81.9 0.994
L&G Cyber Security Innovation 24 +0.032 +0.492 +0.069 87.5 0.928
Rize Cybersecurity & Data Privacy 55 +0.108 +0.490 +0.137 96.3 0.988
WisdomTree Cybersecurity 43 +0.021 +0.098 +0.070 97.6 0.935

Notes: Each row repeats the descriptive systemic-risk construction using a different cybersecurity ETF.
Betas are estimated from the same trivariate DCB model with a rolling 252-day window, and the ETF beta
is sign-flipped so that positive values indicate cyber vulnerability. mCRISK is the mean aggregate monthly
value in trillions of USD over months with at least 200 bank observations. ρS is the Spearman rank correlation
of the top-50 institutions by mean S&CRISK relative to the benchmark L&G Cybersecurity ETF.
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Figure 7: Robustness across six cybersecurity ETFs.

Notes: Panel (a) plots the mean cyber beta, panel (b) the correlation between market and cyber

betas, panel (c) the mean aggregate mCRISK, and panel (d) the fraction of months with positive

mCRISK. The red benchmark bar corresponds to the L&G Cybersecurity ETF; dark-blue bars are

alternative ETFs. All series use the same parameterization, θm = 40%, θc = 50%, and k = 8%,

with 1st/99th percentile winsorization of both beta series.

6 Discussion

The regulatory environment for cyber risk has changed materially in recent years. Super-

visors have moved from treating cybersecurity primarily as an institution-level operational

control problem toward treating digital operational resilience as a system-wide financial-

stability concern. The Basel Committee’s operational-resilience principles emphasize that

cyber incidents, technology failures, and other operational disruptions can impair the pro-

vision of critical financial services (Basel Committee on Banking Supervision, 2021). In

Europe, the Digital Operational Resilience Act establishes a harmonized framework for ICT

risk management, incident reporting, resilience testing, and oversight of critical ICT third-
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party providers (European Parliament and Council of the European Union, 2022). In the

United Kingdom, the operational-resilience framework requires firms to identify important

business services and remain within impact tolerances under severe but plausible disruptions

(Financial Conduct Authority, 2021). In the United States, the SEC’s cybersecurity dis-

closure rules and the New York Department of Financial Services’ cybersecurity regulation

have increased the visibility of cyber governance, incident reporting, and risk management

(U.S. Securities and Exchange Commission, 2023; New York State Department of Financial

Services, 2023).

These developments create a clear measurement need. Existing regulatory tools im-

prove governance, disclosure, incident reporting, and operational preparedness, but they do

not directly answer a capital-adequacy question: how much additional capital would the fi-

nancial system need if a severe cyber shock occurred during market stress? Incident reports

identify realized events, but they are backward-looking and affected by reporting thresholds,

legal incentives, and detection lags. Disclosure-based measures provide useful information

about managerial attention and perceived exposure, but they are often low-frequency and

difficult to translate into capital needs. Operational-resilience assessments identify important

business services, impact tolerances, and vulnerabilities, but they are typically institution-

specific and not naturally aggregable into a system-wide dollar metric.

CyRISK addresses this gap by translating market-implied cyber exposure into the

same capital-shortfall language used in the systemic-risk literature. The measure does not re-

place incident databases, supervisory examinations, or operational-resilience testing. Rather,

it complements them by providing a continuously updated, externally observable, and ag-

gregable measure of cyber-sensitive capital needs. This is useful because macroprudential

supervision requires not only information about whether cyber controls exist, but also in-

formation about where cyber shocks would generate the largest capital consequences for the

financial system.

6.1 Relation to Existing Cyber Risk Measures

The main empirical approaches to cyber risk measurement each capture a different object.

Incident databases measure realized cyber events and losses. They are valuable for studying

attack types, loss distributions, and ex-post consequences, but they generally miss unreal-

ized exposure and may suffer from under-reporting. Text-based measures from 10-K filings

or earnings calls capture disclosed or discussed cyber exposure and can reveal managerial

expectations, but they depend on disclosure incentives, language choices, and reporting fre-
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quency. Engineering-based measures and supervisory resilience exercises provide granular

information about systems, vendors, and recovery capabilities, but such information is usu-

ally proprietary and not easily comparable across institutions.

Our measure captures a different object: market-implied exposure to a traded cyber-

risk factor. The advantage of this approach is not that market prices are perfect measures of

cyber vulnerability. They are not. The advantage is that market prices aggregate investor

beliefs about future cash flows, financing conditions, reputational costs, legal costs, and

contagion channels. A cyber beta therefore captures the extent to which a bank’s equity

value co-moves with a market-based proxy for cyber-threat intensity, conditional on broad

market risk. Embedding this beta in the SRISK capital-shortfall framework then converts

an otherwise abstract exposure into a dollar amount.

This distinction is important for interpretation. CyRISK is not a breach-probability

model and should not be interpreted as a direct ranking of internal cybersecurity quality.

A bank with a high cyber beta is not necessarily more likely to be attacked. Rather, the

market prices the bank as being more vulnerable to the financial consequences of a cyber-

risk shock. Those consequences may arise through direct operational disruption, common

vendor exposure, payment-system dependencies, litigation, regulatory scrutiny, reputational

damage, or higher funding costs. The object of interest is therefore not the probability of a

cyber incident in isolation, but the contribution of cyber exposure to capital shortfalls under

stress.

6.2 Macroprudential Interpretation

The key macroprudential contribution of the framework is the distinction between CyRISK,

S&CyRISK, and mCyRISK. A standalone cyber stress scenario is useful because it asks

whether a cyber shock alone would make an institution undercapitalized. However, systemic

cyber risk is most relevant when cyber shocks interact with broader financial stress. Cyber

incidents can occur during periods of market fragility, can disrupt liquidity provision and

payment activity, and can amplify uncertainty about counterparties and service providers.

The joint-stress measure S&CyRISK therefore captures a more severe and more policy-

relevant state of the world.

The marginal measure, mCyRISK, is the central object for macroprudential purposes.

It asks how much larger the capital shortfall becomes when cyber stress is added to a con-

ventional market-stress scenario. Positive mCyRISK identifies institutions for which cyber

exposure amplifies market stress. Negative mCyRISK identifies institutions for which the
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traded cyber factor offsets part of the market-stress shortfall. This sign variation is econom-

ically informative. It shows that cyber stress is not priced uniformly across banks and that

cyber-sensitive systemic risk cannot be inferred from size, leverage, or market beta alone.

This feature makes the measure useful for supervisory prioritization. A regulator does

not only need to know which banks are large; it also needs to know which banks are large and

cyber-sensitive in a market-stress state. The cross-sectional rankings show that these are not

the same object. Some large institutions have negative cyber betas and therefore reduce the

joint shortfall relative to the market-only benchmark, while some internationally active banks

with smaller balance sheets than the largest U.S. institutions generate large positive marginal

cyber shortfalls. The framework therefore identifies a dimension of systemic importance that

is complementary to traditional size-based measures.

6.3 Implications for Stress Testing and Regulatory Design

The framework can be incorporated naturally into stress-testing practice. A supervisor

already running a market-stress scenario can add a cyber layer by specifying a cyber-factor

deterioration θc and computing the resulting mCyRISK increment. This produces a firm-

level and system-level estimate of the additional capital need attributable to cyber exposure.

Because the measure is additive across institutions, it can be used to identify the institutions

that contribute most to aggregate cyber-sensitive capital shortfalls.

This feature is particularly relevant in light of the regulatory shift toward operational

resilience and third-party dependency oversight. DORA, UK operational-resilience rules,

and Basel operational-resilience principles all emphasize the continuity of critical services,

the management of ICT dependencies, and the ability to withstand severe operational dis-

ruptions. CyRISK adds a capital-market perspective to this supervisory toolkit. It provides

a way to ask whether institutions that appear operationally critical or vendor-dependent are

also priced by markets as financially vulnerable to cyber stress.

The measure is also useful because it separates exposure from realized incidents.

Many cyber-risk indicators become informative only after an event has occurred or after

a firm has disclosed a vulnerability. CyRISK is forward-looking in the sense that it uses

current market prices to infer exposure before a specific institution necessarily experiences

a realized incident. This is valuable for macroprudential surveillance because systemic risk

management is primarily concerned with vulnerabilities that may crystallize under stress,

not only with losses that have already occurred.
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7 Conclusion

In this paper, we develop a real-time, market-based, forward-looking capital shortfall measure

of cyber risk for the global financial system and embed it in the capital shortfall paradigm

that anchors modern macroprudential surveillance. The result is a dollar-denominated quan-

tity – CyRISK – that captures the financial system’s continuously updated, forward-looking

assessment of cyber risk and is directly comparable to the systemic risk metrics already used

by central banks and supervisors.

We apply our new measure to a panel of internationally active banks and show that

cyber exposure is a systematic but deeply uneven feature of the global banking system. The

cross-section is dominated by a small subset of large internationally active institutions that

account for the bulk of aggregate cyber capital shortfall, whereas several major U.S. banks

appear effectively hedged against cyber tail events. Reassuringly, the identification of these

vulnerable institutions is robust across alternative cyber-factor proxies and stress calibra-

tions, indicating that the ranking is driven by genuine differences in exposure rather than

by our modelling choices. Once this heterogeneity is aggregated, the marginal cyber channel

materially amplifies system-wide capital shortfalls relative to what conventional market-only

stress tests would imply, with the amplification rising sharply in periods of elevated cyber-

threat intensity. Beyond these descriptive findings, the regulatory validation exercise shows

that banks subject to prescriptive supervisory cybersecurity standards experience a mea-

surable decline in market-implied cyber exposure, although this association attenuates over

time.

The framework we propose opens several natural avenues for further work. Because

the cyber factor used here captures the market’s aggregate assessment of cyber threats, it

is best understood as complementary to firm-specific incident measures rather than as a

substitute for them, and combining the two perspectives is a promising direction. A further

step would be to broaden the panel beyond banks to insurers, asset managers, central coun-

terparties, and the systemically important IT service providers now coming into supervisory

scope, all of which sit at the heart of digital financial infrastructure.

Taken together, these results carry a broader message for supervisors, regulators,

and policymakers: cyber risk has matured into a first-order macroprudential concern, and

the supervisory toolkit needs to evolve accordingly. Operational loss data are inherently

backward-looking and cannot inform forward-looking capital decisions in a domain where

threat technology, attack vectors, and market structure all evolve at high frequency. Market-

based measures of the kind developed here can help close this gap by extracting the financial
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system’s own assessment of cyber risk and expressing it in terms of capital adequacy. From

this perspective, cyber stress belongs in supervisory stress tests as a standing scenario layer,

on the same footing as market, credit, and liquidity stress. The strong concentration of cyber

exposure in a small set of institutions, in turn, reveals a form of systemic importance that is

orthogonal to traditional size-based criteria and warrants its own supervisory attention. As

the financial system’s dependence on digital infrastructure deepens, ignoring such clusters

of systemic cyber risk in the macroprudential framework becomes an increasingly untenable

position.
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